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Abstract

XML mining is a unique application of data mining, in that it deals with structured XML
contents. The introductory paper provides a brief but comprehensive review of milestones
towards XML mining. XML mining is not a one-day outcome by chance, but an accu-
mulated inheritance of continuous evolution from data mining throughout text mining and
web mining. Furthermore, the paper envisages the applications of kernel methods to XML
mining. Preliminary results on schema-matching simulation reveal the kernel methods for
structured data are an adequate tool for XML mining.
keyword: Kernel methods, schema matching, structured data, text mining, XML mining

1 Introduction

XML1 mining, first named in [1], is a unique application of data mining to XML contents. Since
its introduction, XML has gained much attention such in business applications collaborations
(e.g., ebXML2 and Web Service3) and recently web personalization (e.g., Web 2.04). In spite of
its frequent use, we have accomplished very little to reason about XML. XML mining uncovers
the explicit and implicit semantics of XML contents. The potential use of XML mining is very
wide from a more precise and personalized search to data-centric enterprises integration.

XML mining is a collective consequence of a variety of efforts including not only the XML
formalism, but also data mining, text mining, and recent web mining. As so far we know,
no comprehensive research, albeit the very beginning, exists on drawing up its genealogy, in
relationships with other mining areas. More importantly, XML mining is not a rehash application
one just applies old data/text mining techniques to XML contents. The originality of XML
mining requires new wineskins for this new wine – the XML formalism.

The paper aims at first revealing the consequent course of XML mining research from the
conventional data mining throughout text mining and web mining. Second, the paper presents

1eXtensible Markup Language, http://www.w3.org/XML
2http://www.ebxml.org
3http://www.w3.org/2002/ws
4http://en.wikipedia.org/wiki/Web 2.0
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a research layer for XML mining. Third, we envision to use kernel methods for the purpose of
XML mining. Preliminary results on simulation are also provided.

The remainder of the paper is organized as follow: Next, a comparative study of XML
mining with data/text mining is addressed. Our layered view of XML mining is highlighted,
and followed by general ideas about how to apply kernel methods to each layer of XML mining.
Consequently, preliminary experiments are conducted and conclusion remarks are given.

2 Mining Something: Data, Text, Web, and XML

This section succinctly reviews and compares various mining activities towards XML mining.
For convenience, we categorize them into data mining (in a narrow sense), text mining, web
mining, and XML mining.

2.1 Overview

Mining is an activity to discover potentially useful information from large volumes of data
through some processes of purification of relevant data from irrelevant ones, transformation
to other forms, and sometimes association with other data and known patterns. Various compu-
tation applications commonly accommodate those mining activities, including signal processing
and outlier detection, pattern recognition, clustering and classification, prediction and control,
data dimension reduction, information retrieval and extraction, knowledge discovery, and so
forth. Here we concentrate more on data mining applications that consume non-vectorial data
such as texts. Particularly for this, we identify three mining applications – text mining, web
mining, and XML mining. Table 1 summarizes their characteristics distinguishing from tradi-
tional data mining handling numerical data. As shown in the table below, the type and source of
data are the main differentiating criterion. New emerging mining activities are capable of non-
vectorial data such as textual data, multimedia data, and structured texts, while the traditional
data mining deals with numerical (and categorical) data only. Each mining activity is detailed in
following subsections.

Table 1: A comparison table among data mining, text mining, web mining, and XML mining
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2.1.1 Data Mining

In a narrow sense, data mining is the search process of implicit, previously unknown, but poten-
tially useful information from voluminous vectorial data. In general, its tasks can be categorized
into exploratory data analysis, descriptive modeling, predictive modeling, discovery patterns and
rules, retrieval by content. To accomplish these tasks, data mining process consists of several
steps: data cleansing, feature construction/extraction, algorithm and parameter selection, and in-
terpretation and validation. Most research works currently focus either on development of new
algorithms or on improvement of existing algorithms in terms of computation time and accuracy.
The data mining algorithms have four basic components [2]:

• Model and Pattern Structure that determines the underlying structure or functional
forms that we train from data.

• Score function, by which qualify of the constructed model are measured.

• Optimization and Search Method optimizing the score function and searching over dif-
ferent model and pattern structures.

• Data Management Strategy that handles data access efficiently during optimization.

Recently, kernel techniques play an important role in all components above. For example, sup-
port vector machines (SVMs) well define a classifier based on structured risk minimization and
its score function is a quadratic form so we can avoid local minimum problems and easily op-
timize it. In addition, by using kernel trick, we are (implicitly) able to deal with the data set in
the high-dimensional space efficiently. Kernel methods are also used as distance or similarity
measures in a variety of data mining tasks such as clustering, classification/regression, dimen-
sionality reduction, density estimation.

2.1.2 Text Mining

Compared with the traditional data mining, text mining is loosely characterized as the process
of analyzing texts to extract information that is useful for particular purpose, however explicitly
stated in the texts [3]. Since the textural data are unorganized, amorphous, and difficult to deal
with algorithmically, the main research stream in text mining is how to transform the textual
data into numerical one, while preserving the original meanings of texts, to be consumable by
machine learning and statistical methods.

A state-of-the-art tool to handle textual data is a vector space model (VSM), a.k.a., bag-of-
words, since its introduction in 1971 [4] [5]. A VSM is a term-by-document matrix, in which
each element is an indicator whether or not the corresponding document contains a certain term
(or phrase). However, the VSM ignores the order of terms in documents. To overcome this
drawback, kernel methods for structured data (e.g., string kernel, tree kernel) [6] have recently
gained a great attention in text mining. Such kernel methods are uniquely capable of handling
the data while preserving as much their structural information as possible. Detailed descriptions
about the VSM and kernel methods are given in Section 4.1.
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Another issue to improve the performance of text mining is to properly interpret the mean-
ings of a term by means of semantic similarity between terms. The semantic similarity is one of
the hottest topics in NLP (natural language processing). Most of semantic similarity measures
incorporate the synonym (and hyponym) relation among words/terms [7] [8] [9]. Since the fun-
damental idea behind most of text mining activities is to quantify the similarity among texts, the
similarity measure plays a crucial role for that purpose, especially when the same concepts in
documents are explained in different words.

2.1.3 Web Mining

Web mining is a specific application of text mining to web contents, structures, and usage [10],
on which web mining falls into content mining, structure mining, and usage mining, respec-
tively [11] [12]. First, web content mining analyzes the contents of web resources, recognized
as a form of text mining in general even though recent advances in data mining are capable of
manipulating other multimedia data including image, sound, video, etc. For textual web con-
tents, the same mining techniques used in text mining are used. In addition, web content mining
can take advantage of the (semi-)structured nature of web page texts. With the appearance of
XML, the logical structure within a page has gained more attentions (see next subsection).

Second, web structure mining exploits the hyperlink structure/topology among web pages;
thus, it focuses on sets of web pages, which are related to each other by hyperlinks. Through
structure mining, one may identify the relative relevance of different pages that appear equally
pertinent when analyzed with respect to their contents in isolation. One of commercially suc-
cessful algorithms for web structure mining is PageRank [13] used in Google.com, which com-
putes the relevance by counting the incoming hyperlinks from other pages.

Third, web usage mining takes care of transaction records for a certain web site, often log
files in a web server, instead of its web pages. Therefore, it analyzes the behavior patterns
of visitors and guesses their preferences. Based on the patterns, web usage mining enables
personalized webs. Association rules and sequence mining are typical ones that guide visitors
into next destinations (either associate products or other web pages) the visitors are possibly
interested in. To sum up, a right direction is to systemically combine web content mining,
structure mining, and usage mining together. For example, one may crawl and gather web
pages using keyword-based content mining, rank their relevance using hyperlink scores and
consequently recommend other associate pages when a user chooses a particular page. Today,
this strategy is well suited for commercialization such as AdSense5 of Google.com, AdCenter6

of Microsoft, and SearchMarketing7 of Yahoo.com.

2.1.4 XML Mining

XML mining is a special type of web content mining, but also unique in that contents in an
XML document are modular and well-structured, while a web content is more likely a plain text
document. That is, XML mining must be capable of manipulating the structure of contents as

5https://www.google.com/adsense
6https://adcenter.microsoft.com
7http://searchmarketing.yahoo.com
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well as the contents themselves. Main research issues are how to construct content models from
XML documents (i.e., knowledge representation) and how to compute their structural similarity.
Since a tree representation is the native formalism for XML, many research works incorpo-
rate it including DOM (Document Object Model) [14], DFT (Discrete Fourier Transform) [15],
SLVM (Structured Link Vector Model) [16], and EEV (Extended-Element Vector) and NFA-
XML (Non-deterministic Finite Automata-XML) [1]. Depending on the representation, various
algorithms to compute the structural similarity are adopted such as TED (Tree Edit Distance),
(Weighted-) Tag Similarity, Kernel Matrix, etc [16] [17] [18].

The applications of XML mining are very diverse including personalized web, schema
matching, XML message mapping, ontology alignment, data warehouse management, e-catalog
mapping, web service discovery and composition, agent communication, etc [19] [20]. It makes
more impacts on business-to-business (B2B) and government-to-business (G2B) applications
than on business-to-customer (B2C) applications.

3 XML Mining Framework

We define XML mining as ”Given a query XML document dq, find the most similar, but not
identical8, (fragments of) XML document(s) d from a collection of documents D”. XML mining
is certainly distinguished from text and web mining, in that it deals with modularly structured
contents while text and web mining handle un-/semi-structured ones, e.g., HTML documents. A
novel approach capable of exploiting the structural information in an XML document as well as
its contents must be envisaged. Our view of XML mining is depicted in Figure 1, in which an
XML document is treated in three layers – external schema, context, and (textual) content. XML
mining must sequentially and/or synthetically accommodate every layer as well as differently
approach to each layer, i.e., schema matching, context mapping, and content mining9. Note
that the first schema matching is schema level comparison, while the others are instance level
comparison.

Schema Matching. A schema (e.g., XML Schema, DTD, XLANG NG, etc) is another XML
document that governs its instance documents’ grammatical and structural form; there-
fore, schema matching should be performed before comparing contents (i.e., XML in-
stance documents). Schema matching compares two schemas to check whether they de-
fine a concept in an equivalent way (i.e., structural equivalence). In other words, matched
schemas mean they are equivalently replaceable with only few modifications, if neces-
sary. This schema matching ensures the minimal requirements that two XML documents
having the same/similar structure are possibly used to capture concepts/information in a
similar implementation context.

Context Mapping. The structured nature of XML documents gives us an advantage to precisely
restrict the meaning of their contents. That is, ancestor elements to an element play its

8The exclusion of ’identical documents’ is to avoid duplicate documents returned [21].
9Note that the terms ’matching’, ’mapping’, and ’mining’ can be often interchangeably used to implicitly indicate

’association of similar objects’. However, in the paper, we intend to separate them to have more precise customary
meanings.
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Figure 1: The proposed layered view of XML mining: schema matching, context mapping, and
content mining

context role, thereby determining more specific meaning. For example, Title under Person
means one’s position, while that under Book implies the name of a book. The context of
a content is defined as a path from the root element to the very element containing the
content (i.e., a sequence of ancestor element names). The context mapping is a subsidiary
activity to determine the candidate fragments to be mined from a target document, given
a fragment of the query document. The idea behind this context mapping is to guide a
mining tool to the right text source to mine.

Content Mining. Finally, the contents under mapped (or similar) contexts are compared. This
content mining is wholly dependent on the results of context mapping. One may apply
any traditional text mining techniques to the contents.

4 Kernel Methods and XML Mining

The section briefly introduces the kernel methods for structured data and then shows how to
apply them to XML mining.

4.1 Kernel Methods for Structured Data

Kernel methods (support vector machines in particular) easily converts a linear algorithm into
a non-linear one by mapping the original samples into a higher-dimensional non-linear Hilbert
space H so that a linear model in the new space H is equivalent to a non-linear model in the
original space X . However, this transformation often results in catastrophic computation com-
plexity [22]. Fortunately, so-called kernel trick resolves it by getting the scalar product implicitly
computed in H when an algorithm solely depends on the inner product between vectors. Fur-
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thermore, recently invented kernel methods can effectively incorporate other types of data (i.e.,
structured data) than numerical data.

4.1.1 Vector Space Model (VSM)

The VSM is a special type of kernel methods for textual data. It transforms a document into a
numerical vector, each element of which is an indicator whether or not the document contains a
certain word (or phrase). A VSM can be represented either in a boolean vector model, which has
only zeros or ones indicating respectively words’ absence or presence, or in a term weighting
model, which has scalar values that take into account the appearance frequency of a term in
a set of documents. A widely used weighting method is ’Term Frequency-Inverse Document
Frequency (TF-IDF)’ [5], in which the weight of the ith term in the jth document, denoted as
wij , is defined by wij = TFij × IDFi = TFij × log(n/DFi), where TFij is the number of
occurrences of the ith term within the jth document, and DFi is the number of documents (out of
n) in which the term appears. For two documents v1 and v2, their semantic distance is computed
as the cosine of their angle θ, i.e., d(v1, v2) = cos θ = VT

v1
Vv2/‖Vv1‖2‖Vv2‖2. Since this

interpretation requires too much computation for massive real-world documents, alternatively
it is often to use LSA (or LSI, Latent Semantic Analysis/Indexing)10 [23] and PCA (Principal
Components Analysis) [5] of the original VSM for computation efficiency.

4.1.2 String and Tree Kernel

The VSM suffers from the fact that it retains the occurrence frequency of words only, but ig-
nores their order in a document. Alternatively, recent kernel methods, i.e., string kernels, ac-
commodate the order of words, based on the similarity of two strings on the number of common
subsequences. These subsequences need not be contiguous in the strings but the more gaps in
the occurrence of the subsequence, the less weight is given to it in the kernel function. For ex-
ample, take two strings ’cat’ and ’cart’. Clearly the common subsequences are ’c’, ’a’, ’t’, ’ca’,
’at’, ’ct’, and ’cat’ and they are, respectively, represented in penalties of ’c’:(λ1λ1), ’a’:(λ1λ1),
’t’:(λ1λ1), ’ca’:(λ2λ2), ’at’:(λ2λ2), ’ca’:(λ3λ4), and ’cat’:(λ3λ4) after applying penalties based
on the gaps in the occurrence of a subsequence (i.e., the total length of a subsequence in the two
strings) with a decay factor λ. The kernel function is then simply the sum over these penalties,
i.e., k(cat, cart) = 2λ7 +λ5 +λ4 +3λ2 [24]. It is worthy noting that by superseding the alpha-
bets (characters) by words (or syllables in some cases) the same idea and computation behind
the string kernels are directly applied to documents manipulation. More theoretical aspects and
variants of string subsequence kernels are found in [6] [24] [25] [26].

Another popular structured data are formed in a (labeled ordered) tree. The key idea to
capture such tree structural information in a kernel function is to consider all sub-trees occurring
in a parse tree, i.e., parse tree kernel [27]. In addition, a recent tree kernel is an extension to string
kernels, in which a sequence of node labels in the order of a depth-first traversal is constructed
and each node label is identified as a symbol [28].

10LSA uses singular value decomposition (SVD) for data dimension reduction.
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4.2 Kernel-based XML Mining

The kernel methods for structured data are applicable to XML mining in various ways. The
string kernels with minor modifications are used to not only identify and extract useful informa-
tion from textual contents as used in [6], but also to compare two pieces of context information
(i.e., successive element labels in a path). Undoubtedly, the VSM also provides the same state-
of-the-art performance11 in XML content mining as in traditional text mining. The tree kernels
are used to measure the structural similarity between XML schema documents and between
XML instance documents. By transforming the tree structure into a string (e.g., by a depth-first
traversal), the string kernels and the VSM are also used to compute the structural similarity.
Followings succinctly describe how to transform an XML document into formats digestible by
corresponding kernel methods.

Schema Matching. Schema matching is to choose the most similar pair of schemas in terms
of structural similarity. Schema matching has two folds – comparison between XML
instance documents and comparison between XML schema documents. Computing the
structural similarity between a pair of XML instance documents is relatively easy because
we have only to apply the tree kernels to their DOM trees or reduced DOM trees. However,
checking the structural equivalence between schemas is not arbitrary because the schema
structures of interest are hidden behind their DOM trees. To cope with this problem,
we design a Core Tree representation that captures the intrinsic structure of a schema.
The core tree actually exploits the most collective and expressive structure among diverse
instance documents derived from a schema. Simply stated here, the root node of a core
tree is set by the label of a schema’s root element (i.e., the value of name attribute) and
its child nodes are determined as the element names specified in its type definition (i.e.,
complexType). Recursively, child nodes are appended. In this case, to make the core
tree ordered, the left-to-right order of child nodes should be preserved as specified in
constructors of sequence, union, choice, etc.

Context Mapping. Context mapping is to make candidate pairs of contents to be compared in
content mining in order to improve the mining accuracy. Since the meaning of an element
(and its content) is restricted by it ancestor elements, the context is represented in a path
from the root element to the very element. When XML instances conform to different
schemas, their corresponding schemas may also differently define the same concept, that
is, a concept can have different names (e.g., ConferencePaperTitle vs. ConferencePro-
ceedings/FullPaper/Title)12 in different schemas. To minimize effects from such differ-
ences in element names, each name should be normalized through a recursive series of
tokenization (i.e., separation by tokens such as punctuation, cases, blank characters, digit,
etc), lemmatization (i.e., morphological analysis to find the basic form), and elimination
(i.e., discard of unnecessary or less informative words such as articles, prepositions, con-
junction, an so on) [19] [20].

11As shown in Section 5, string kernels give a better performance than the VSM does.
12An element/attribute name is often defined by a compound word concatenated with several words. In addition,

different schemas are often accordance with different NDR’s (Naming and Design Rule).
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Content Mining. Content mining is the same process as traditional text mining, in that it trans-
forms textual contents into a VSM or directly applies string kernels to the contents. To
improve mining accuracy, the contents also need some normalization processes such as
elimination and stemming (e.g., Porter stemming algorithm [29]).

For more practical mining, it is important to properly determine the decay factor (i.e., λ ≤
1), regardless the use of the exponential function. In addition, one way to incorporate prior
knowledge into the kernel methods is to use variant decay factors to each word (or node). One
is word soft matching that takes the synonymous relation among words into consideration [30],
and another is a node-depth dependent decay factor, i.e., λn = λ0

depth(n)r , where depth(n) is the
depth of the node n (depth(root) = 1) and r ≥ 1 is a relevant factor.

5 Preliminary Experiment

To evaluate kernel’s applicability to XML mining, we conduct a preliminary experiment that
measures various structural similarities between 200 pairs of randomly selected CC (Core Com-
ponents) schemas13. For this experiment, we transform each schema (i.e., core tree) into a
normalized string by a depth-first traversal. As shown in Figure 2, the kernel methods (includ-
ing VSM’s) outperform TED14 in terms of correlation with human judgment15. Moreover, the
string kernels (i.e., KN.1 and KN.2) give much better performance than VSM’s do.
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Figure 2: Correlation between human judgment and various structural similarity measures –
TED, VSM with cosine of the angle, VSM with LSA, VSM with PCA, and two Kernel-based
measures (i.e., KN.1 and KN.2 with different decay factors λ).

13The schemas come from OAGIS BOD at http://www.openapplications.org.
14TED (Tree Edit Distance) is a state-of-the-art structural similarity for tree structures.
15Four human experts score the similarity of every schema pair.
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6 Conclusion

XML mining is a very promising area to data mining as the explosive use of XML. XML min-
ing is a unique application distinguishing from the traditional text mining, in that it deals with
structured contents. Therefore, the research issues in XML mining is how to incorporate XML’s
structured nature. To this end, we envision a layered XML mining consisting of schema match-
ing (or structural equivalence), context mapping, and content mining. Instead of transforming
textual data into numerical ones (as conventional text mining approaches have done), it is more
desirable to manipulate the textual data as-is. For this, recently developed kernel methods for
structured data are very useful. As SVMs have done, we expect recent kernels for structured data
will boost up not only XML mining, but also text mining. Nonetheless, since such kernels are
mainly developed for bio/chem-informatics, new variant kernels for texts (and XML contents)
are required.
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